
INTRODUCTION TO DESCRIPTIVE STATISTICS 

This module introduces a set of basic procedures and statistical measures for describing data. Data 

generally consist of an extensive number of measurements or observations that are too numerous 

or complicated to be understood through simple observation. Therefore, this chapter introduces 

several techniques including the construction of tables, graphical displays, and basic statistical 

computations that provide ways to condense and organize information into a set of descriptive 

measures and visual devices that enhance the understanding of complex data. 

Learning Objectives 

Upon the completion of this module as a guide for learning, you should be able to: 

 Explain how data can be appropriately organized and displayed. 

 Describe how to reduce data sets into a few useful, descriptive measures. 

 Calculate and interpret measures of central tendency, such as the mean, median, and mode. 

 Calculate and interpret measures of dispersion, such as the range, variance, and standard 

deviation. 

Learning resources  

Laptop/phone/tablet  

Notebook  

Internet  

Best library USA  

 

Faculty-created Online Learning Activities  

Module 

 

 Learning Activities  

Complete the module  

Present any given assignments in the required formats (ie PDF,DOC,PNG,PPT) 

 

 

 



THE ORDERED ARRAY 

A first step in organizing data is the preparation of an ordered array. An ordered array is a listing 

of the values of a collection (either population or sample) in order of magnitude from the smallest 

value to the largest value. If the number of measurements to be ordered is of any appreciable size, 

the use of a computer to prepare the ordered array is highly desirable. An ordered array enables 

one to determine quickly the value of the smallest measurement, the value of the largest 

measurement, and other facts about the arrayed data that might be needed in a hurry 

EXAMPLE 

Table 2.2.1 presents the data of Table 1.4.1 in the form of an ordered array. By referring to Table 

2.2.1 we are able to determine quickly the age of the youngest subject (30) and the age of the oldest 

subject (82). We also readily note that about one-third of the subjects are 50 years of age or 

younger. 

 

Computer Analysis  

If additional computations and organization of a data set have to be done by hand, the work may 

be facilitated by working from an ordered array. If the data are to be analyzed by a computer, it 

may be undesirable to prepare an ordered array, unless one is needed for reference purposes or for 

some other use. A computer does not need for its user to first construct an ordered array before 

entering data for the construction of frequency distributions and the performance of other analyses. 

However, almost all computer statistical packages and spreadsheet programs contain a routine for 

sorting data in either an ascending or descending order. 



GROUPED DATA: THE FREQUENCY DISTRIBUTION 

Although a set of observations can be made more comprehensible and meaningful by means of an 

ordered array, further useful summarization may be achieved by grouping the data. Before the days 

of computers one of the main objectives in grouping large data sets was to facilitate the calculation 

of various descriptive measures such as percentages and averages. Because computers can perform 

these calculations on large data sets without first grouping the data, the main purpose in grouping 

data now is summarization. One must bear in mind that data contain information and that 

summarization is a way of making it easier to determine the nature of this information. One must 

also be aware that reducing a large quantity of information in order to summarize the data 

succinctly carries with it the potential to inadvertently lose some amount of specificity with regard 

to the underlying data set. Therefore, it is important to group the data sufficiently such that the vast 

amounts of information are reduced into understandable summaries. At the same time data should 

be summarized to the extent that useful intricacies in the data are not readily obvious. 

To group a set of observations we select a set of contiguous, nonoverlapping intervals such that 

each value in the set of observations can be placed in one, and only one, of the intervals. These 

intervals are usually referred to as class intervals. One of the first considerations when data are to 

be grouped is how many intervals to include. Too few intervals are undesirable because of the 

resulting loss of information. On the other hand, if too many intervals are used, the objective of 

summarization will not be met. The best guide to this, as well as to other decisions to be made in 

grouping data, is your knowledge of the data. It may be that class intervals have been determined 

by precedent, as in the case of annual tabulations, when the class intervals of previous years are 

maintained for comparative purposes. A commonly followed rule of thumb states that there should 

be no fewer than five intervals and no more than 15. If there are fewer than five intervals, the data 

have been summarized too much and the information they contain has been lost. If there are more 

than 15 intervals, the data have not been summarized enough. 

 

Those who need more specific guidance in the matter of deciding how many class intervals to 

employ may use a formula given by Sturges (1). This formula gives k ¼ 1 + 3:322( log10 n), where 

k stands for the number of class intervals and n is the number of values in the data set under 

consideration. The answer obtained by applying Sturges’s rule should not be regarded as final, but 



should be considered as a guide only. The number of class intervals specified by the rule should 

be increased or decreased for convenience and clear presentation 

 

Suppose, for example, that we have a sample of 275 observations that we want to group. The 

logarithm to the base 10 of 275 is 2.4393. Applying Sturges’s formula gives k = 1 + 

3:322(2:4393)= 9. In practice, other considerations might cause us to use eight or fewer or perhaps 

10 or more class intervals. 

Another question that must be decided regards the width of the class intervals. Class intervals 

generally should be of the same width, although this is sometimes impossible to accomplish. This 

width may be determined by dividing the range by k, the number of class intervals. Symbolically, 

the class interval width is given by 

W=
𝑅

𝑘
 

where R (the range) is the difference between the smallest and the largest observation in the data 

set, and k is defined as above. As a rule this procedure yields a width that is inconvenient for use. 

Again, we may exercise our good judgment and select a width (usually close to one given by 

Equation 2.3.1) that is more convenient. 

There are other rules of thumb that are helpful in setting up useful class intervals. 

When the nature of the data makes them appropriate, class interval widths of 5 units, 10 units, and 

widths that are multiples of 10 tend to make the summarization more comprehensible. When these 

widths are employed it is generally good practice to have the lower limit of each interval end in a 

zero or 5. Usually class intervals are ordered from smallest to largest; that is, the first class interval 

contains the smaller measurements and the last class interval contains the larger measurements. 

When this is the case, the lower limit of the first class interval should be equal to or smaller than 

the smallest measurement in the data set, and the upper limit of the last class interval should be 

equal to or greater than the largest measurement. 

Most statistical packages allow users to interactively change the number of class intervals and/or 

the class widths, so that several visualizations of the data can be obtained quickly. This feature 

allows users to exercise their judgment in deciding which data display is most appropriate for a 

given purpose Let us use the 189 ages shown in Table 1.4.1 and arrayed in Table 2.2.1 to illustrate 

the construction of a frequency distribution. 



Example 

We wish to know how many class intervals to have in the frequency distribution of the data. We 

also want to know how wide the intervals should be. 

Solution: To get an idea as to the number of class intervals to use, we can apply Sturges’s rule to 

obtain 

 

Now let us divide the range by 9 to get some idea about the class interval width. We have 

 

It is apparent that a class interval width of 5 or 10 will be more convenient to use, as well as more 

meaningful to the reader. Suppose we decide on 10.We may now construct our intervals. Since the 

smallest value in Table 2.2.1 is 30 and the largest value is 82, we may begin our intervals with 30 

and end with 89. This gives the following intervals: 

 

30-39 

40-49 

50-59 

60-69 

70-79 

80-89 



 

In determining the frequency of values falling within two or more class intervals, we obtain the 

sum of the number of values falling within the class intervals of interest. 

Similarly, if we want to know the relative frequency of occurrence of values falling within two or 

more class intervals, we add the respective relative frequencies. We may sum, or cumulate, the 

frequencies and relative frequencies to facilitate obtaining information regarding the frequency or 

relative frequency of values within two or more contiguous class intervals. Table 2.3.2 shows the 

data of Table 2.3.1 along with the cumulative frequencies, the relative frequencies, and cumulative 

relative frequencies. 

Suppose that we are interested in the relative frequency of values between 50 and 79. We use the 

cumulative relative frequency column of Table 2.3.2 and subtract .3016 from .9948, obtaining 

.6932. 

We may use a statistical package to obtain a table similar to that shown in Table 2.3.2. Tables 

obtained from both MINITAB and SPSS software are shown in Figure 2.3.1. 

The Histogram We may display a frequency distribution (or a relative frequency distribution) 

graphically in the form of a histogram, which is a special type of bar graph. When we construct a 

histogram the values of the variable under consideration are represented by the horizontal axis, 

while the vertical axis has as its scale the frequency (or relative frequency if desired) of occurrence. 

Above each class interval on the horizontal axis a rectangular bar, or cell, as it is sometimes called, 

is erected so that the height corresponds to the respective frequency when the class intervals are of 

equal width. The cells of a histogram must be joined and, to accomplish this, we must take into 



account the true boundaries of the class intervals to prevent gaps from occurring between the cells 

of our graph. 

The level of precision observed in reported data that are measured on a continuous scale indicates 

some order of rounding. The order of rounding reflects either the reporter’s personal preference or 

the limitations of the measuring instrument employed. When a frequency distribution is 

constructed from the data, the class interval limits usually reflect the degree of precision of the raw 

data. This has been done in our illustrative example. 

 

 

We know, however, that some of the values falling in the second class interval, for example, when 

measured precisely, would probably be a little less than 40 and some would be a little greater than 

49. Considering the underlying continuity of our variable, and assuming that the data were rounded 

to the nearest whole number, we find it convenient to think of 39.5 and 49.5 as the true limits of 

this second interval. The true limits for each of the class intervals, then, we take to be as shown in 

Table 2.3.3. 

If we construct a graph using these class limits as the base of our rectangles, no gaps will result, 

and we will have the histogram shown in Figure 2.3.2. We used MINITAB to construct this 

histogram, as shown in Figure 2.3.3. 



We refer to the space enclosed by the boundaries of the histogram as the area of the histogram. 

Each observation is allotted one unit of this area. Since we have 189 observations, the histogram 

consists of a total of 189 units. Each cell contains a certain proportion of the total area, depending 

on the frequency. The second cell, for example, contains 46/189 of the area. This, as we have 

learned, is the relative frequency of occurrence of values between 39.5 and 49.5. From this we see 

that subareas of the histogram defined by the cells correspond to the frequencies of occurrence of 

values between the horizontal scale boundaries of the areas. The ratio of a particular subarea to the 

total area of the histogram is equal to the relative frequency of occurrence of values between the 

corresponding points on the horizontal axis. 

 

The Frequency Polygon 

 A frequency distribution can be portrayed graphically in yet another way by means of a frequency 

polygon, which is a special kind of line graph. To draw a frequency polygon we first place a dot 

above the midpoint of each class interval represented on the horizontal axis of a graph like the one 

shown in Figure 2.3.2. The height of a given dot above the horizontal axis corresponds to the 

frequency of the relevant class interval. Connecting the dots by straight lines produces the 

frequency polygon. Figure 2.3.4 is the frequency polygon for the age data in Table 2.2.1. 

Note that the polygon is brought down to the horizontal axis at the ends at points that would be the 

midpoints if there were an additional cell at each end of the corresponding histogram. This allows 

for the total area to be enclosed. The total area under the frequency polygon is equal to the area 

under the histogram. Figure 2.3.5 shows the frequency polygon of Figure 2.3.4 superimposed on 



the histogram of Figure 2.3.2. This figure allows you to see, for the same set of data, the 

relationship between the two graphic forms. 

 

 

 

Stem-and-Leaf Displays  

Another graphical device that is useful for representing quantitative data sets is the stem-and-leaf 

display. A stem-and-leaf display bears a strong resemblance to a histogram and serves the same 

purpose. A properly constructed stem-and-leaf display, like a histogram, provides information 

regarding the range of the data set, shows the location of the highest concentration of 

measurements, and reveals the presence or absence of symmetry. An advantage of the stem-and-

leaf display over the histogram is the fact that it preserves the information contained in the 

individual measurements. Such information is lost when measurements are assigned to the class 

intervals of a histogram. As will become apparent, another advantage of stem-and-leaf displays is 



the fact that they can be constructed during the tallying process, so the intermediate step of 

preparing an ordered array is eliminated. 

To construct a stem-and-leaf display we partition each measurement into two parts. The first part 

is called the stem, and the second part is called the leaf. The stem consists of one or more of the 

initial digits of the measurement, and the leaf is composed of one or more of the remaining digits. 

All partitioned numbers are shown together in a single display; the stems form an ordered column 

with the smallest stem at the top and the largest at the bottom. We include in the stem column all 

stems within the range of the data even when a measurement with that stem is not in the data set. 

The rows of the display contain the leaves, ordered and listed to the right of their respective stems. 

When leaves consist of more than one digit, all digits after the first may be deleted. Decimals when 

present in the original data are omitted in the stem-and-leaf display. The stems are separated from 

their leaves by a vertical line. Thus we see that a stem-and-leaf display is also an ordered array of 

the data. Stem-and-leaf displays are most effective with relatively small data sets. As a rule they 

are not suitable for use in annual reports or other communications aimed at the general public. 

They are primarily of value in helping researchers and decision makers understand the nature of 

their data. Histograms are more appropriate for externally circulated publications. The following 

example illustrates the construction of a stem-and-leaf display. 

 

EXAMPLE 2.3.2 

Let us use the age data shown in Table 2.2.1 to construct a stem-and-leaf display. 

Solution: Since the measurements are all two-digit numbers, we will have one-digit stems and one-

digit leaves. For example, the measurement 30 has a stem of 3 and a leaf of 0. Figure 2.3.6 shows 

the stem-and-leaf display for the data. 

The MINITAB statistical software package may be used to construct stem-and-leaf displays. The 

MINITAB procedure and output are as shown in Figure 2.3.7. The increment subcommand 

specifies the distance from one stem to the next. The numbers in the leftmost output column of 



Figure 2.3.7 provide information regarding the number of observations (leaves) on a given line 

and above or the number of observations on a given line and below. For example, the number 57 

on the second line shows that there are 57 observations (or leaves) on that line and the one above 

it. The number 62 on the fourth line from the top tells us that there are 62 observations on that line 

and all the ones below. The number in parentheses tells us that there are 70 observations on that 

line. The parentheses mark the line containing the middle observation if the total number of 

observations is odd or the two middle observations if the total number of observations is even. The 

+ at the end of the third line in Figure 2.3.7 indicates that the frequency for that line (age group 50 

through 59) exceeds the line capacity, and that there is at least one additional leaf that is not shown. 

In this case, the frequency for the 50–59 age group was 70. The line contains only 65 leaves, so 

the þ indicates that there are five more leaves, the number 9, that are not shown. 

 

 

 

 

One way to avoid exceeding the capacity of a line is to have more lines. This is accomplished by 

making the distance between lines shorter, that is, by decreasing the widths of the class intervals. 



For the present example, we may use class interval widths of 5, so that the distance between lines 

is 5. Figure 2.3.8 shows the result when MINITAB is used to produce the stem-and-leaf display. 

DESCRIPTIVE STATISTICS: MEASURES OF CENTRAL TENDENCY 

Although frequency distributions serve useful purposes, there are many situations that require 

other types of data summarization. What we need in many instances is the ability to summarize 

the data by means of a single number called a descriptive measure. Descriptive measures may be 

computed from the data of a sample or the data of a population. To distinguish between them we 

have the following definitions: 

1. A descriptive measure computed from the data of a sample is called a statistic. 

2. A descriptive measure computed from the data of a population is called a parameter 

 

Several types of descriptive measures can be computed from a set of data. In this module, however, 

we limit discussion to measures of central tendency and measures of dispersion. We consider 

measures of central tendency in this section and measures of dispersion in the following one. 

In each of the measures of central tendency, of which we discuss three, we have a single value that 

is considered to be typical of the set of data as a whole. Measures of central tendency convey 

information regarding the average value of a set of values. As we will see, the word average can 

be defined in different ways. The three most commonly used measures of central tendency are the 

mean, the median, and the mode. 

Arithmetic Mean  

The most familiar measure of central tendency is the arithmetic mean. It is the descriptive measure 

most people have in mind when they speak of the “average.” The adjective arithmetic distinguishes 

this mean from other means that can be computed. Since we are not covering these other means in 

this book, we shall refer to the arithmetic mean simply as the mean. The mean is obtained by 

adding all the values in a population or sample and dividing by the number of values that are added. 

EXAMPLE 2.4.1 

We wish to obtain the mean age of the population of 189 subjects represented in Table 1.4.1. 

Solution: We proceed as follows: 

 

The three dots in the numerator represent the values we did not show in order to save space. 



General Formula for the Mean It will be convenient if we can generalize the procedure for 

obtaining the mean and, also, represent the procedure in a more compact notational form. Let us 

begin by designating the random variable of interest by the capital letter X. In our present 

illustration we let X represent the random variable, age. Specific values of a random variable will 

be designated by the lowercase letter x. To distinguish one value from another, we attach a 

subscript to the x and let the subscript refer to the first, the second, the third value, and so on. For 

example, from Table 1.4.1 we have 

 

In general, a typical value of a random variable will be designated by xi and the final value, in a 

finite population of values, by xN, where N is the number of values in the population. Finally, we 

will use the Greek letter m to stand for the population mean. We may now write the general formula 

for a finite population mean as follows: 

 

The symbol  instructs us to add all values of the variable from the first to the last. This symbol 

S, called the summation sign, will be used extensively in this book. When from the context it is 

obvious which values are to be added, the symbols above and below S will be omitted. 

The Sample Mean When we compute the mean for a sample of values, the procedure just outlined 

is followed with some modifications in notation. We use x to designate the sample mean and n to 

indicate the number of values in the sample. The sample mean then is expressed as 

 

EXAMPLE 2.4.2 

In Chapter 1 we selected a simple random sample of 10 subjects from the population of subjects 

represented in Table 1.4.1. Let us now compute the mean age of the 10 subjects in our sample. 

 



 

Properties of the Mean The arithmetic mean possesses certain properties, some desirable and some 

not so desirable. These properties include the following: 

1. Uniqueness. For a given set of data there is one and only one arithmetic mean. 

2. Simplicity. The arithmetic mean is easily understood and easy to compute. 

3. Since each and every value in a set of data enters into the computation of the mean, it is 

affected by each value. Extreme values, therefore, have an influence on the meanand, in 

some cases, can so distort it that it becomes undesirable as a measure of central tendency. 

As an example of how extreme values may affect the mean, consider the following situation. 

Suppose the five physicians who practice in an area are surveyed to determine their charges for a 

certain procedure. Assume that they report these charges: $75, $75, $80, $80, and $280. The mean 

charge for the five physicians is found to be $118, a value that is not very representative of the set 

of data as a whole. The single atypical value had the effect of inflating the mean. 

Median  

The median of a finite set of values is that value which divides the set into two equal parts such 

that the number of values equal to or greater than the median is equal to the number of values equal 

to or less than the median. If the number of values is odd, the median will be the middle value 

when all values have been arranged in order of magnitude. When the number of values is even, 

there is no single middle value. Instead there are two middle values. In this case the median is 

taken to be the mean of these two middle values, when all values have been arranged in the order 

of their magnitudes. In other words, the median observation of a data set is the (n+1)=2th one when 

the observation have been ordered. If, for example, we have 11 observations, the median is the (11 

+ 1)/2 =6th ordered observation. If we have 12 observations the median is the (12 + 1)/2= 6:5th 

ordered observation and is a value halfway between the 6th and 7th ordered observations. 

 



EXAMPLE 2.4.4 

We wish to find the median age of the subjects represented in the sample described in Example 

2.4.2. 

Solution: Arraying the 10 ages in order of magnitude from smallest to largest gives 38, 43, 50, 57, 

57, 59, 61, 64, 65, 66. Since we have an even number of ages, there is no middle value. The two 

middle values, however, are 57 and 59. The median, then, is (57 + 59)/2=58. 

Properties of the Median Properties of the median include the following: 

1. Uniqueness. As is true with the mean, there is only one median for a given set of data. 

2. Simplicity. The median is easy to calculate. 

3. It is not as drastically affected by extreme values as is the mean. 

The Mode The mode of a set of values is that value which occurs most frequently. If all the values 

are different there is no mode; on the other hand, a set of values may have more than one mode. 

EXAMPLE 2.4.5 

Find the modal age of the subjects whose ages are given in Table 2.2.1. 

Solution: A count of the ages in Table 2.2.1 reveals that the age 53 occurs most frequently (17 

times). The mode for this population of ages is 53. 

For an example of a set of values that has more than one mode, let us consider a laboratory with 

10 employees whose ages are 20, 21, 20, 20, 34, 22, 24, 27, 27, and 27. We could say that these 

data have two modes, 20 and 27. The sample consisting of the values 10, 21, 33, 53, and 54 has 

no mode since all the values are different. 

The mode may be used also for describing qualitative data. For example, suppose the patients seen 

in a mental health clinic during a given year received one of the following diagnoses: mental 

retardation, organic brain syndrome, psychosis, neurosis, and personality disorder. The diagnosis 

occurring most frequently in the group of patients would be called the modal diagnosis. 

An attractive property of a data distribution occurs when the mean, median, and mode are all equal. 

The well-known “bell-shaped curve” is a graphical representation of a distribution for which the 

mean, median, and mode are all equal. Much statistical inference is based on this distribution, the 

most common of which is the normal distribution. 

Skewness  

Data distributions may be classified on the basis of whether they are symmetric or asymmetric. If 

a distribution is symmetric, the left half of its graph (histogram or frequency polygon) will be a 



mirror image of its right half. When the left half and right half of the graph of a distribution are 

not mirror images of each other, the distribution is asymmetric. 

If the graph (histogram or frequency polygon) of a distribution is asymmetric, the distribution is 

said to be skewed . If a distribution is not symmetric because its graph extends further to the right 

than to the left, that is, if it has a long tail to the right, we say that the distribution is skewed to the 

right or is positively skewed. If a distribution is not symmetric because its graph extends further 

to the left than to the right, that is, if it has a long tail to the left, we say that the distribution is 

skewed to the left or is negatively skewed. 

A distribution will be skewed to the right, or positively skewed, if its mean is greater than its mode. 

A distribution will be skewed to the left, or negatively skewed, if its mean is less than its mode. 

Skewness can be expressed as follows: 

 

In Equation 2.4.3, s is the standard deviation of a sample as defined in Equation 2.5.4. Most 

computer statistical packages include this statistic as part of a standard printout. Avalue of 

skewness > 0 indicates positive skewness and a value of skewness < 0 indicates negative skewness. 

An illustration of skewness is shown in Figure 2.4.1. 

EXAMPLE 2.4.6 

Consider the three distributions shown in Figure 2.4.1. Given that the histograms represent 

frequency counts, the data can be easily re-created and entered into a statistical package. For 

example, observation of the “No Skew” distribution would yield the following data: 5, 5, 6, 6, 6, 

7, 7, 7, 7, 8, 8, 8, 8, 8, 9, 9, 9, 9, 10, 10, 10, 11, 11. Values can be obtained from the skewed 

distributions in a similar fashion. Using SPSS software, the following descriptive statistics were 

obtained for these three distributions. 



 

 

DESCRIPTIVE STATISTICS: MEASURES OF DISPERSION 

The dispersion of a set of observations refers to the variety that they exhibit. A measure of 

dispersion conveys information regarding the amount of variability present in a set of data. If all 

the values are the same, there is no dispersion; if they are not all the same, dispersion is present in 

the data. The amount of dispersion may be small when the values, though different, are close 

together. Figure 2.5.1 shows the frequency polygons for two populations that have equal means 

but different amounts of variability. Population B, which is more variable than population A, is 

more spread out. If the values are widely scattered, the dispersion is greater. Other terms used 

synonymously with dispersion include variation, spread, and scatter. 

The Range One way to measure the variation in a set of values is to compute the range. The range 

is the difference between the largest and smallest value in a set of observations. If we denote the 

range by R, the largest value by xL, and the smallest value by xS, we compute the range as follows: 



 

EXAMPLE 2.5.1 

We wish to compute the range of the ages of the sample subjects discussed in Table 2.2.1. 

Solution: Since the youngest subject in the sample is 30 years old and the oldest is 82, we compute 

the range to be 

 

The usefulness of the range is limited. The fact that it takes into account only two values causes it 

to be a poor measure of dispersion. The main advantage in using the range is the simplicity of its 

computation. Since the range, expressed as a single measure, imparts minimal information about 

a data set and therefore is of limited use, it is often preferable to express the range as a number 

pair,[ xS; xL ] _, in which xS and xL are the smallest and largest values in the data set, respectively. 

For the data in Example 2.5.1, we may express the range as the number pair [30, 82]. Although 

this is not the traditional expression for the range, it is intuitive to imagine that knowledge of the 

minimum and maximum values in this data set would convey more information than knowing only 

that the range is equal to 52. An infinite number of distributions, each with quite different minimum 

and maximum values, may have a range of 52. 

 

The Variance When the values of a set of observations lie close to their mean, the dispersion is 

less than when they are scattered over a wide range. Since this is true, it would be intuitively 



appealing if we could measure dispersion relative to the scatter of the values about their mean. 

Such a measure is realized in what is known as the variance. In computing the variance of a sample 

of values, for example, we subtract the mean from each of the values, square the resulting 

differences, and then add up the squared differences. This sum of the squared deviations of the 

values from their mean is divided by the sample size, minus 1, to obtain the sample variance. 

Letting s2 stand for the sample variance, the procedure may be written in notational form as 

follows: 

 

It is therefore easy to see that the variance can be described as the average squared deviation of 

individual values from the mean of that set. It may seem non intuitive at this stage that the 

differences in the numerator be squared. However, consider a symmetric distribution. It is easy to 

imagine that if we compute the difference of each data point in the distribution from the mean 

value, half of the differences would be positive and half would be negative, resulting in a sum that 

would be zero. A variance of zero would be a noninformative measure for any distribution of 

numbers except one in which all of the values are the same. Therefore, the square of each 

difference is used to ensure a positive numerator and hence a much more valuable measure of 

dispersion. 

EXAMPLE 2.5.2 

Let us illustrate by computing the variance of the ages of the subjects discussed in Example 2.4.2. 

 

Degrees of Freedom The reason for dividing by n - 1 rather than n, as we might have expected, is 

the theoretical consideration referred to as degrees of freedom. In computing the variance, we say 

that we have n - 1 degrees of freedom. We reason as follows. The sum of the deviations of the 

values from their mean is equal to zero, as can be shown. If, then, we know the values of n - 1 of 

the deviations from the mean, we know the nth one, since it is automatically determined because 

of the necessity for all n values to add to zero. From a practical point of view, dividing the squared 

differences by n -1 rather than n is necessary in order to use the sample variance in the inference 



procedures discussed later. Students interested in pursuing the matter further at this time should 

refer to the article byWalker (2). When we compute the variance from a finite population of N 

values, the procedures outlined above are followed except that we subtract m from each x and 

divide by N rather than N -1. If we let s2 stand for the finite population variance, the formula is as 

follows: 

 

Standard Deviation  

The variance represents squared units and, therefore, is not an appropriate measure of dispersion 

when we wish to express this concept in terms of the original units. To obtain a measure of 

dispersion in original units, we merely take the square root of the variance. The result is called the 

standard deviation. In general, the standard deviation of a sample is given by 

 

The standard deviation of a finite population is obtained by taking the square root of the quantity 

obtained by Equation 2.5.3, and is represented by σ. 

The Coefficient of Variation The standard deviation is useful as a measure of variation within a 

given set of data. When one desires to compare the dispersion in two sets of data, however, 

comparing the two standard deviations may lead to fallacious results. It may be that the two 

variables involved are measured in different units. For example, we may wish to know, for a certain 

population, whether serum cholesterol levels, measured in milligrams per 100 ml, are more 

variable than body weight, measured in pounds. Furthermore, although the same unit of 

measurement is used, the two means may be quite different. If we compare the standard deviation 

of weights of first-grade children with the standard deviation of weights of high school freshmen, 

we may find that the latter standard deviation is numerically larger than the former, because the 

weights themselves are larger, not because the dispersion is greater. 

What is needed in situations like these is a measure of relative variation rather than absolute 

variation. Such a measure is found in the coefficient of variation, which expresses the standard 

deviation as a percentage of the mean. The formula is given by 



 

We see that, since the mean and standard deviations are expressed in the same unit of measurement, 

the unit of measurement cancels out in computing the coefficient of variation. What we have, then, 

is a measure that is independent of the unit of measurement. 

EXAMPLE 2.5.3 

Suppose two samples of human males yield the following results: 

 

We wish to know which is more variable, the weights of the 25-year-olds or the weights of the 11-

year-olds. 

Solution: A comparison of the standard deviations might lead one to conclude that the two samples 

possess equal variability. If we compute the coefficients of variation, however, we have for the 25-

year-olds 

 

and for the 11-year-olds 

 

If we compare these results, we get quite a different impression. It is clear from this example that 

variation is much higher in the sample of 11-year-olds than in the sample of 25-year-olds. 

The coefficient of variation is also useful in comparing the results obtained by different persons 

who are conducting investigations involving the same variable. Since the coefficient of variation 

is independent of the scale of measurement, it is a useful statistic for comparing the variability of 

two or more variables measured on different scales. 

We could, for example, use the coefficient of variation to compare the variability in weights of 

one sample of subjects whose weights are expressed in pounds with the variability in weights of 

another sample of subjects whose weights are expressed in kilograms. 



 

Computer Analysis  

Computer software packages provide a variety of possibilities in the calculation of descriptive 

measures. Figure 2.5.2 shows a printout of the descriptive measures available from the MINITAB 

package. The data consist of the ages from Example 2.4.2. 

In the printout Q1 and Q3 are the first and third quartiles, respectively. These measures are 

described later in this chapter. N stands for the number of data observations, and N_ stands for the 

number of missing values. The term SEMEAN stands for standard error of the mean. Figure 2.5.3 

shows, for the same data, the SAS® printout obtained by using the PROC MEANS statement. 

Percentiles and Quartiles The mean and median are special cases of a family of parameters known 

as location parameters. These descriptive measures are called location parameters because they 

can be used to designate certain positions on the horizontal axis when the distribution of a variable 

is graphed. In that sense the so-called location parameters “locate” the distribution on the 

horizontal axis. For example, a distribution with a median of 100 is located to the right of a 

distribution with a median of 50 when the two distributions are graphed. Other location parameters 

include percentiles and quartiles. We may define a percentile as follows: 

Given a set of n observations x1; x2; . . . xn, the pth percentile P is the value of X such that p percent 

or less of the observations are less than P and (100-p) percent or less of the observations are greater 

than P. 

 

Subscripts on P serve to distinguish one percentile from another. The 10th percentile, for example, 

is designated P10, the 70th is designated P70, and so on. The 50th percentile is the median and is 



designated P50. The 25th percentile is often referred to as the first quartile and denoted Q1. The 

50th percentile (the median) is referred to as the second or middle quartile and written Q2, and the 

75th percentile is referred to as the third quartile, Q3. 

When we wish to find the quartiles for a set of data, the following formulas are used: 

 

It should be noted that the equations shown in 2.5.6 determine the positions of the quartiles in a 

data set, not the values of the quartiles. It should also be noted that though there is a universal way 

to calculate the median (Q2), there are a variety of ways to calculate Q1, and Q2 values. For 

example, SAS provides for a total of five different ways to calculate the quartile values, and other 

programs implement even different methods. For a discussion of the various methods for 

calculating quartiles, interested readers are referred to the article by Hyndman and Fan (3). To 

illustrate, note that the printout in MINITAB in Figure 2.5.2 shows Q1=48.25 and Q3=64.25, 

whereas program R yields the values Q1=52.75 and Q3=63.25. 

Interquartile Range As we have seen, the range provides a crude measure of the variability present 

in a set of data. A disadvantage of the range is the fact that it is computed from only two values, 

the largest and the smallest. A similar measure that reflects the variability among the middle 50 

percent of the observations in a data set is the interquartile range. 

The interquartile range (IQR) is the difference between the third and first quartiles: that is, 

 

A large IQR indicates a large amount of variability among the middle 50 percent of the relevant 

observations, and a small IQR indicates a small amount of variability among the relevant 

observations. Since such statements are rather vague, it is more informative to compare the 

interquartile range with the range for the entire data set. A comparison may be made by forming 

the ratio of the IQR to the range (R) and multiplying by 100. That is, 100 (IQR/R) tells us what 

percent the IQR is of the overall range. 

 



Kurtosis  

Just as we may describe a distribution in terms of skewness, we may describe a distribution in 

terms of kurtosis. 

Kurtosis is a measure of the degree to which a distribution is “peaked” or flat in comparison to a 

normal distribution whose graph is characterized by a bell-shaped appearance. 

 

Manual calculation using Equation 2.5.8 is usually not necessary, since most statistical packages 

calculate and report information regarding kurtosis as part of the descriptive statistics for a data 

set. Note that each of the two parts of Equation 2.5.8 has been reduced by 3. A perfectly mesokurtic 

distribution has a kurtosis measure of 3 based on the equation. Most computer algorithms reduce 

the measure by 3, as is done in Equation 2.5.8, so that the kurtosis measure of a mesokurtic 

distribution will be equal to 0. A leptokurtic distribution, then, will have a kurtosis measure > 0, 

and a platykurtic distribution will have a kurtosis measure < 0. Be aware that not all computer 

packages make this adjustment. In such cases, comparisons with a mesokurtic distribution are 

made against 3 instead of against 0. Graphs of distributions representing the three types of kurtosis 

are shown in Figure 2.5.4. 

EXAMPLE 2.5.4 

Consider the three distributions shown in Figure 2.5.4. Given that the histograms represent 

frequency counts, the data can be easily re-created and entered into a statistical package. For 

example, observation of the “mesokurtic” distribution would yield the following data: 1, 2, 2, 3, 

3, 3, 3, 3, . . . , 9, 9, 9, 9, 9, 10, 10, 11. Values can be obtained from the other distributions in a 

similar fashion. Using SPSS software, the following descriptive statistics were obtained for these 

three distributions: 

 



 

Box-and-Whisker Plots A useful visual device for communicating the information contained in a 

data set is the box-and-whisker plot. The construction of a box-andwhisker plot (sometimes called, 

simply, a boxplot) makes use of the quartiles of a data set and may be accomplished by following 

these five steps: 

1. Represent the variable of interest on the horizontal axis. 

2. Draw a box in the space above the horizontal axis in such a way that the left end of the box 

aligns with the first quartile Q1 and the right end of the box aligns with the third quartile 

Q3. 

3.  Divide the box into two parts by a vertical line that aligns with the median Q2. 

4. Draw a horizontal line called a whisker from the left end of the box to a point that aligns 

with the smallest measurement in the data set. 

5. Draw another horizontal line, or whisker, from the right end of the box to a point that aligns 

with the largest measurement in the data set. 

 

Examination of a box-and-whisker plot for a set of data reveals information regarding the amount 

of spread, location of concentration, and symmetry of the data. The following example illustrates 

the construction of a box-and-whisker plot. 

EXAMPLE 2.5.5 

Evans et al. (A-7) examined the effect of velocity on ground reaction forces (GRF) in dogs with 

lameness from a torn cranial cruciate ligament. The dogs were walked and trotted over a force 

platform, and the GRF was recorded during a certain phase of their performance. Table 2.5.1 

contains 20 measurements of force where each value shown is the mean of five force 

measurements per dog when trotting. 



 

 

Examination of Figure 2.5.5 reveals that 50 percent of the measurements are between about 27 and 

33, the approximate values of the first and third quartiles, respectively. The vertical bar inside the 

box shows that the median is about 31. 

Many statistical software packages have the capability of constructing box-andwhisker plots. 

Figure 2.5.6 shows one constructed by MINITAB and one constructed by NCSS from the data of 

Table 2.5.1. The procedure to produce the MINTAB plot is shown in Figure 2.5.7. The asterisks 

in Figure 2.5.6 alert us to the fact that the data set contains one unusually large and one unusually 

small value, called outliers. The outliers are the dogs that generated forces of 14.6 and 44. Figure 

2.5.6 illustrates the fact that box-and-whisker plots may be displayed vertically as well as 

horizontally. An outlier, or a typical observation, may be defined as follows. 



 

 

An outlier is an observation whose value, x, either exceeds the value of the third quartile by a 

magnitude greater than 1.5(IQR) or is less than the value of the first quartile by a magnitude greater 

than 1.5(IQR). 

That is, an observation of x > Q3 +1:5(IQR) or an observation of x < Q1- 1:5(IQR) is called an 

outlier. 

For the data in Table 2.5.1 we may use the previously computed values of Q1; Q3, and IQR to 

determine how large or how small a value would have to be in order to be considered an outlier. 

The calculations are as follows: 

 

For the data in Table 2.5.1, then, an observed value smaller than 17.8375 or larger than 42.9375 

would be considered an outlier. 



The SAS® statement PROC UNIVARIATE may be used to obtain a box-and-whisker plot. The 

statement also produces other descriptive measures and displays, including stemand- leaf plots, 

means, variances, and quartiles. 

Exploratory Data Analysis Box-and-whisker plots and stem-and-leaf displays are examples of 

what are known as exploratory data analysis techniques. These techniques, made popular as a 

result of the work of Tukey (4), allow the investigator to examine data in ways that reveal trends 

and relationships, identify unique features of data sets, and facilitate their description and 

summarization. 

 


