
INTRODUCTION TO BASIC PROBABILITY DISTRIBUTIONS 

Probability distributions of random variables assume powerful roles in statistical analyses. Since 

they show all possible values of a random variable and the probabilities associated with these 

values, probability distributions may be summarized in ways that enable researchers to easily make 

objective decisions based on samples drawn from the populations that the distributions represent. 

This module introduces frequently used discrete and continuous probability distributions that are 

used later to make statistical inferences. 
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INTRODUCTION TO BASIC PROBABILITY DISTRIBUTIONS 

PROBABILITY DISTRIBUTIONS OF DISCRETE VARIABLES 

Let us begin our discussion of probability distributions by considering the probability distribution 

of a discrete variable, which we shall define as follows: 

The probability distribution of a discrete random variable is a table, graph, formula, or other device 

used to specify all possible values of a discrete random variable along with their respective 

probabilities. 

If we let the discrete probability distribution be represented by p(x), then p(x) = P(X = x) is the 

probability of the discrete random variable X to assume a value x. 

EXAMPLE 4.2.1 

In an article appearing in the Journal of the American Dietetic Association, Holben et al. (A-1) 

looked at food security status in families in the Appalachian region of southern Ohio. The purpose 

of the study was to examine hunger rates of families with children in a local Head Start program 

in Athens, Ohio. The survey instrument included the 18-question U.S. Household Food Security 

Survey Module for measuring hunger and food security. In addition, participants were asked how 

many food assistance programs they had used in the last 12 months. Table 4.2.1 shows the number 

of food assistance programs used by subjects in this sample. We wish to construct the probability 

distribution of the discrete variable X, where X = number of food assistance programs used by the 

study subjects. 

 

 



 
We display the results in Table 4.2.2, which is the desired probability distribution. 

Alternatively, we can present this probability distribution in the form of a graph, as in Figure 4.2.1. 

In Figure 4.2.1 the length of each vertical bar indicates the probability for the corresponding value 

of x. 

It will be observed in Table 4.2.2 that the values of p(x) =P(X =x) are all positive, they are all less 

than 1, and their sum is equal to 1. These are not phenomena peculiar to this particular example, 

but are characteristics of all probability distributions of discrete variables. If x1; x2; x3; . . . ; xk are 

all possible values of the discrete random. 

 
variable X, then we may then give the following two essential properties of a probability 

distribution of a discrete variable: 

 



The reader will also note that each of the probabilities in Table 4.2.2 is the relative frequency of 

occurrence of the corresponding value of X. 

With its probability distribution available to us, we can make probability statements regarding the 

random variable X. We illustrate with some examples. 

EXAMPLE 4.2.2 

What is the probability that a randomly selected family used three assistance programs? 

Solution: We may write the desired probability as p(3 )= P(X = 3). We see in Table 4.2.2 that the 

answer is .1313. 

EXAMPLE 4.2.3 

What is the probability that a randomly selected family used either one or two programs? 

 

 
Cumulative Distributions Sometimes it will be more convenient to work with the cumulative 

probability distribution of a random variable. The cumulative probability distribution for the 

discrete variable whose probability distribution is given in Table 4.2.2 may be obtained by 

successively adding the probabilities, P( X = xi ), given in the last column. The cumulative 

probability for xi is written as F( xi ) =P (X ≤ xi ). It gives the probability that X is less than or 

equal to a specified value, xi. 

The resulting cumulative probability distribution is shown in Table 4.2.3. The graph of the 

cumulative probability distribution is shown in Figure 4.2.2. The graph of a cumulative probability 

distribution is called an ogive. In Figure 4.2.2 the graph of F(x) consists solely of the horizontal 

lines. The vertical lines only give the graph a connected appearance. The length of each vertical 

line represents the same probability as that of the corresponding line in Figure 4.2.1. For example, 

the length of the vertical line at X = 3 in Figure 4.2.2 represents the same probability as the length 

of the line erected at X = 3 in Figure 4.2.1, or .1313 on the vertical scale. 



 
By consulting the cumulative probability distribution we may answer quickly questions like those 

in the following examples. 

EXAMPLE 4.2.4 

What is the probability that a family picked at random used two or fewer assistance programs? 

Solution: The probability we seek may be found directly in Table 4.2.3 by reading the cumulative 

probability opposite x = 2, and we see that it is .3670. That is, P (X ≤ 2 ) =:3670. We also may find 

the answer by inspecting Figure 4.2.2 and determining the height of the graph (as measured on the 

vertical axis) above the value X = 2. 

EXAMPLE 4.2.5 

What is the probability that a randomly selected family used fewer than four programs? 

Solution: Since a family that used fewer than four programs used either one, two, or three 

programs, the answer is the cumulative probability for 3. That is, P (X < 4 ) = P (X≤ 3 )=4983. 

EXAMPLE 4.2.6 

What is the probability that a randomly selected family used five or more programs? 

Solution: To find the answer we make use of the concept of complementary probabilities. The set 

of families that used five or more programs is the complement of the set of families that used fewer 

than five (that is, four or fewer) programs. The sum of the two probabilities associated with these 

sets is equal to 1. We write this relationship in probability notation as P (X ≥ 5 ) + P( X ≤ 4 ) =1: 

Therefore, P (X ≥+5 ) =1 - P (X ≤ 4 )=1 -6296 =3704. 

EXAMPLE 4.2.7 

What is the probability that a randomly selected family used between three and five programs, 

inclusive? 

Solution: P( X ≤ 5 ) =8249 is the probability that a family used between one and five programs, 

inclusive. To get the probability of between three and five programs, we subtract, from .8249, the 

probability of two or fewer. Using probability notation we write the answer as P(3 ≤ X ≤ 5) = P(X 

≤ 5)- P (X ≤ 2 ) =8249 -3670 =4579. 

 



The probability distribution given in Table 4.2.1 was developed out of actual experience, so to find 

another variable following this distribution would be coincidental. The probability distributions of 

many variables of interest, however, can be determined or assumed on the basis of theoretical 

considerations. In later sections, we study in detail three of these theoretical probability 

distributions: the binomial, the Poisson, and the normal. 

Mean and Variance of Discrete Probability Distributions  

The mean and variance of a discrete probability distribution can easily be found using the formulae 

below. 

 
where p(x) is the relative frequency of a given random variable X. The standard deviation is simply 

the positive square root of the variance. 

EXAMPLE 4.2.8 

What are the mean, variance, and standard deviation of the distribution from Example 4.2.1? 

 

 
THE BINOMIAL DISTRIBUTION 

The binomial distribution is one of the most widely encountered probability distributions in applied 

statistics. The distribution is derived from a process known as a Bernoulli trial, named in honor of 

the Swiss mathematician James Bernoulli (1654–1705), who made significant contributions in the 

field of probability, including, in particular, the binomial distribution. When a random process or 

experiment, called a trial, can result in only one of two mutually exclusive outcomes, such as dead 

or alive, sick or well, full-term or premature, the trial is called a Bernoulli trial. 



The Bernoulli Process A sequence of Bernoulli trials forms a Bernoulli process under the following 

conditions. 

1. Each trial results in one of two possible, mutually exclusive, outcomes. One of the possible 

outcomes is denoted (arbitrarily) as a success, and the other is denoted a failure. 

2. The probability of a success, denoted by p, remains constant from trial to trial. The probability 

of a failure, 1- p, is denoted by q. 

3. The trials are independent; that is, the outcome of any particular trial is not affected by the 

outcome of any other trial. 

EXAMPLE 4.3.1 

We are interested in being able to compute the probability of x successes in n Bernoulli trials. For 

example, if we examine all birth records from the North Carolina State Center for Health Statistics 

(A-3) for the calendar year 2001, we find that 85.8 percent of the pregnancies had delivery in week 

37 or later.We will refer to this as a full-term birth. With that percentage, we can interpret the 

probability of a recorded birth in week 37 or later as .858. If we randomly select five birth records 

from this population, what is the probability that exactly three of the records will be for full-term 

births? 

Solution: Let us designate the occurrence of a record for a full-term birth (F) as a “success,” and 

hasten to add that a premature birth (P) is not a failure, but medical research indicates that children 

born in week 36 or sooner are at risk for medical complications. If we are looking for birth records 

of premature deliveries, these would be designated successes, and birth records of full-term would 

be designated failures. 

It will also be convenient to assign the number 1 to a success (record for a full-term birth) and the 

number 0 to a failure (record of a premature birth). 

The process that eventually results in a birth record we consider to be a Bernoulli process. Suppose 

the five birth records selected resulted in this sequence of full term births: 

FPFFP 

In coded form we would write this as 

10110 

Since the probability of a success is denoted by p and the probability of a failure is denoted by q, 

the probability of the above sequence of outcomes is found by means of the multiplication rule to 

be 

 
The multiplication rule is appropriate for computing this probability since we are seeking the 

probability of a full-term, and a premature, and a full-term, and a full-term, and a premature, in 

that order or, in other words, the joint probability of the five events. For simplicity, commas, rather 

than intersection notation, have been used to separate the outcomes of the events in the probability 

statement. 

The resulting probability is that of obtaining the specific sequence of outcomes in the order shown. 

We are not, however, interested in the order of occurrence of records for full-term and premature 

births but, instead, as has been stated already, the probability of the occurrence of exactly three 

records of full-term births out of five randomly selected records. Instead of occurring in the 

sequence shown above (call it sequence number 1), three successes and two failures could occur 

in any one of the following additional sequences as well: 



 
Each of these sequences has the same probability of occurring, and this probability is equal to q2p3, 

the probability computed for the first sequence mentioned. 

When we draw a single sample of size five from the population specified, we obtain only one 

sequence of successes and failures. The question now becomes, What is the probability of getting 

sequence number 1 or sequence number 2 . . . or sequence number 10? From the addition rule we 

know that this probability is equal to the sum of the individual probabilities. 

In the present example we need to sum the 10q2p3’s or, equivalently, multiply q2p3 by 10. We may 

now answer our original question: What is the probability, in a random sample of size 5, drawn 

from the specified population, of observing three successes (record of a full-term birth) and two 

failures (record of a premature birth)? Since in the population, p =858; q=( 1 -p ) =1-858)=.142 

the answer to the question is 

 
Large Sample Procedure 
Use of Combinations We can easily anticipate that, as the size of the sample increases, listing the 

number of sequences becomes more and more difficult and tedious. What is needed is an easy 

method of counting the number of sequences. Such a method is provided by means of a counting 

formula that allows us to determine quickly how many subsets of objects can be formed when we 

use in the subsets different numbers of the objects that make up the set from which the objects are 

selected. When the order of the objects in a subset is immaterial, the subset is called a combination 

of objects. When the order of objects in a subset does matter, we refer to the subset as a permutation 

of objects. Though permutations of objects are often used in probability theory, they will not be 

used in our current discussion. If a set consists of n objects, and we wish to form a subset of x 

objects from these n objects, without regard to the order of the objects in the subset, the result is 

called a combination. For examples, we define a combination as follows when the combination is 

formed by taking x objects from a set of n objects. 

Definition 

A combination of n objects taken x at a time is an unordered subset of x of the n objects. 

The number of combinations of n objects that can be formed by taking x of them at a time is given 

by 

 
where x!, read x factorial, is the product of all the whole numbers from x down to 1. That is, x! = 

x(x -1)(x -2) . . . 1. We note that, by definition, 0! = 1: Let us return to our example in which we 



have a sample of n = 5 birth records and we are interested in finding the probability that three of 

them will be for full-term births. 

 
The number of sequences in our example is found by Equation 4.3.1 to be 

 
In our example we let x = 3, the number of successes, so that n - x = 2, the number of failures. We 

then may write the probability of obtaining exactly x successes in n trials as 

 
This expression is called the binomial distribution. In Equation 4.3.2 f (x)= P(X = x), where X is 

the random variable, the number of successes in n trials. We use f (x) rather than P(X = x) because 

of its compactness and because of its almost universal use. 

We may present the binomial distribution in tabular form as in Table 4.3.1. We establish the fact 

that Equation 4.3.2 is a probability distribution by showing the following: 

 



     
 

EXAMPLE 4.3.2 

As another example of the use of the binomial distribution, the data from the North Carolina State 

Center for Health Statistics (A-3) show that 14 percent of mothers admitted to smoking one or 

more cigarettes per day during pregnancy. If a random sample of size 10 is selected from this 

population, what is the probability that it will contain exactly four mothers who admitted to 

smoking during pregnancy? 

Solution: We take the probability of a mother admitting to smoking to be .14. Using Equation 

4.3.2 we find 

 
Binomial Table The calculation of a probability using Equation 4.3.2 can be a tedious undertaking 

if the sample size is large. Fortunately, probabilities for different values of n, p, and x have been 

tabulated, so that we need only to consult an appropriate table to obtain the desired probability. 

Table B of the Appendix is one of many such tables available. It gives the probability that X is less 

than or equal to some specified value. That is, the table gives the cumulative probabilities from x 

= 0 up through some specified positive number of successes. 

 

 
Frequently we are interested in determining probabilities, not for specific values of X, but for 

intervals such as the probability that X is between, say, 5 and 10. Let us illustrate with an example. 

EXAMPLE 4.3.3 

Suppose it is known that 10 percent of a certain population is color blind. If a random sample of 

25 people is drawn from this population, use Table B in the Appendix to find the probability that: 

(a) Five or fewer will be color blind. 

 

Solution: This probability is an entry in the table. No addition or subtraction is necessary, P (X ≤ 

5 )= 9666. 

(b) Six or more will be color blind. 

Solution: We cannot find this probability directly in the table. To find the answer, we use the 

concept of complementary probabilities. The probability that six or more are color blind is the 



complement of the probability that five or fewer are color blind. That is, this set is the complement 

of the set specified in part a; therefore, 

 
(c) Between six and nine inclusive will be color blind. 

Solution: We find this by subtracting the probability that X is less than or equal to 5 from the 

probability that X is less than or equal to 9. That is, 

 
(d) Two, three, or four will be color blind. 

Solution: This is the probability that X is between 2 and 4 inclusive. 

 
Using Table B When p > 5 Table B does not give probabilities for values of p greater than .5. We 

may obtain probabilities from Table B, however, by restating the problem in terms of the 

probability of a failure, 1 - p, rather than in terms of the probability of a success, p. As part of the 

restatement, we must also think in terms of the number of failures, n -x, rather than the number of 

successes, x. We may summarize this idea as follows: 

 
In words, Equation 4.3.3 says, “The probability that X is equal to some specified value given the 

sample size and a probability of success greater than .5 is equal to the probability that X is equal 

to n - x given the sample size and the probability of a failure of 1 - p:” For purposes of using the 

binomial table we treat the probability of a failure as though it were the probability of a success. 

When p is greater than .5, we may obtain cumulative probabilities from Table B by using the 

following relationship: 

 
Finally, to use Table B to find the probability that X is greater than or equal to some x when P > 

5, we use the following relationship: 

 
EXAMPLE 4.3.4 

According to a June 2003 poll conducted by the Massachusetts Health Benchmarks project (A-4), 

approximately 55 percent of residents answered “serious problem” to the question, “Some people 

think that childhood obesity is a national health problem. What do you think? Is it a very serious 

problem, somewhat of a problem, not much of a problem, or not a problem at all?” Assuming that 

the probability of giving this answer to the question is .55 for any Massachusetts resident, use 

Table B to find the probability that if 12 residents are chosen at random: 

(a) Exactly seven will answer “serious problem.” 

 

Solution: We restate the problem as follows: What is the probability that a randomly selected 

resident gives an answer other than “serious problem” from exactly five residents out of 12, if 45 

percent of residents give an answer other than “serious problem.” We find the answer as follows: 

 



(b) Five or fewer households will answer “serious problem.” 

Solution: The probability we want is 

 
(c) Eight or more households will answer “serious problem.” 

 

Solution: The probability we want is 

 
Figure 4.3.1 provides a visual representation of the solution to the three parts of Example 4.3.4. 

The Binomial Parameters The binomial distribution has two parameters, n and p. They are 

parameters in the sense that they are sufficient to specify a binomial distribution. The binomial 

distribution is really a family of distributions with each possible value of n and p designating a 

different member of the family. The mean and variance of the binomial distribution are µ = np and 

σ2 =np(1- p), respectively. 

Strictly speaking, the binomial distribution is applicable in situations where sampling is from an 

infinite population or from a finite population with replacement. Since in actual practice samples 

are usually drawn without replacement from finite populations, the question arises as to the 

appropriateness of the binomial distribution under these circumstances. Whether or not the 

binomial is appropriate depends on how drastic the effect of these conditions is on the constancy 

of p from trial to trial. It is generally agreed that when n is small relative to N, the binomial model 

is appropriate. Some writers say that n is small relative to N if N is at least 10 times as large as n. 

 
Most statistical software programs allow for the calculation of binomial probabilities with a 

personal computer. EXCEL, for example, can be used to calculate individual or cumulative 

probabilities for specified values of x, n, and p. Suppose we wish to find the individual probabilities 

for x = 0 through x = 6 when n = 6 and p  =3. We enter the numbers 0 through 6 in Column 1 and 

proceed as shown in Figure 4.3.2. We may follow a similar procedure to find the cumulative 



probabilities. For this illustration, we use MINITAB and place the numbers 1 through 6 in Column 

1. We proceed as shown in Figure 4.3.3. 

 



 
 

THE POISSON DISTRIBUTION 

The next discrete distribution that we consider is the Poisson distribution, named for the French 

mathematician Simeon Denis Poisson (1781–1840), who is generally credited for publishing its 

derivation in 1837. This distribution has been used extensively as a probability model in biology 

and medicine. 

If x is the number of occurrences of some randomevent in an interval of time or space (or some 

volume of matter), the probability that x will occur is given by 

 
The Greek letter ک (lambda) is called the parameter of the distribution and is the average number 

of occurrences of the random event in the interval (or volume). The symbol e is the constant (to 

four decimals) 2.7183 can be shown that f (x) ≥ 0 for every x and that ∑x f(x) = 1 so that the 

distribution satisfies the requirements for a probability distribution. 

The Poisson Process We have seen that the binomial distribution results from a set of assumptions 

about an underlying process yielding a set of numerical observations. Such, also, is the case with 

the Poisson distribution. The following statements describe what is known as the Poisson process. 



1. The occurrences of the events are independent. The occurrence of an event in an interval1 of 

space or time has no effect on the probability of a second occurrence of the event in the same, or 

any other, interval. 

2. Theoretically, an infinite number of occurrences of the event must be possible in the interval.  

3. The probability of the single occurrence of the event in a given interval is proportional to the 

length of the interval. 

4. In any infinitesimally small portion of the interval, the probability of more than one occurrence 

of the event is negligible. 

An interesting feature of the Poisson distribution is the fact that the mean and variance are equal. 

Both are represented by the symbol ک. 

When to Use the Poisson Model  

The Poisson distribution is employed as a model when counts are made of events or entities that 

are distributed at random in space or time. One may suspect that a certain process obeys the Poisson 

law, and under this assumption probabilities of the occurrence of events or entities within some 

unit of space or time may be calculated. For example, under the assumptions that the distribution 

of some parasite among individual host members follows the Poisson law, one may, with 

knowledge of the parameter ک, calculate the probability that a randomly selected individual host 

will yield x number of parasites. In a later module we will learn how to decide whether the 

assumption that a specified process obeys the Poisson law is plausible. An additional use of the 

Poisson distribution in practice occurs when n is large and p is small. In this case, the Poisson 

distribution can be used to approximate the binomial distribution. In other words, 

 

 
To illustrate the use of the Poisson distribution for computing probabilities, let us consider the 

following examples. 

EXAMPLE 4.4.1 

In a study of drug-induced anaphylaxis among patients taking rocuronium bromide as part of their 

anesthesia, Laake and Røttingen (A-7) found that the occurrence of anaphylaxis followed a 

Poisson model with 12 = ک incidents per year in Norway. Find the probability that in the next year, 

among patients receiving rocuronium, exactly three will experience anaphylaxis. 

Solution: By Equation 4.4.1, we find the answer to be 

 
EXAMPLE 4.4.2 

Refer to Example 4.4.1. What is the probability that at least three patients in the next year will 

experience anaphylaxis if rocuronium is administered with anesthesia? 

Solution: We can use the concept of complementary events in this case. Since P(X ≤ 2) is the 

complement of P(X≥ 3), we have 



 
In the foregoing examples the probabilities were evaluated directly from the equation. We may, 

however, use Appendix Table C, which gives cumulative probabilities for various values of ک and 

X. 

EXAMPLE 4.4.3 

In the study of a certain aquatic organism, a large number of samples were taken from a pond, and 

the number of organisms in each sample was counted. The average number of organisms per 

sample was found to be two. Assuming that the number of organisms follows a Poisson 

distribution, find the probability that the next sample taken will contain one or fewer organisms. 

Solution: In Table C we see that when 2=ک, the probability that X ≤ 1 is .406. That is, P(X≤1│2) 

= .406. 

EXAMPLE 4.4.4 

Refer to Example 4.4.3. Find the probability that the next sample taken will contain exactly three 

organisms. 

 



 



 
EXAMPLE 4.4.5 

Refer to Example 4.4.3. Find the probability that the next sample taken will contain more than five 

organisms. 

Solution: Since the set of more than five organisms does not include five, we are asking for the 

probability that six or more organisms will be observed. This is obtained by subtracting the 

probability of observing five or fewer from one. That is, 

 
Poisson probabilities are obtainable from most statistical software packages. To illustrate the use 

of MINITAB for this purpose, suppose we wish to find the individual probabilities for x = 0 

through x = 6 when l =.7.We enter the values of x in Column 1 and proceed as shown in Figure 

4.4.1.We obtain the cumulative probabilities for the same values of x and ک as shown in Figure 

4.4.2 . 

CONTINUOUS PROBABILITY DISTRIBUTIONS 

The probability distributions considered thus far, the binomial and the Poisson, are distributions 

of discrete variables. Let us now consider distributions of continuous random variables. In module 

1 we stated that a continuous variable is one that can assume any value within a specified interval 

of values assumed by the variable. Consequently, between any two values assumed by a 

continuous variable, there exist an infinite number of values. To help us understand the nature of 

the distribution of a continuous random variable, Let us consider the data presented in Table 1.4.1 

and Figure 2.3.2. In the table we have 189 values of the random variable, age. The histogram of 

Figure 2.3.2 was constructed by locating specified points on a line representing the measurement 

of interest and erecting a series of rectangles, whose widths were the distances between two 

specified points on the line, and whose heights represented the number of values of the variable 

falling between the two specified points. The intervals defined by any two consecutive specified 



points we called class intervals. As was noted in Module 2, subareas of the histogram correspond 

to the frequencies of occurrence of values of the variable between the horizontal scale boundaries 

of these subareas. This provides a way whereby the relative frequency of occurrence of values 

between any two specified points can be calculated: merely determine the proportion of the 

histogram’s total area falling between the specified points. This can be done more conveniently by 

consulting the relative frequency or cumulative relative frequency columns of Table 2.3.2. 

Imagine now the situation where the number of values of our random variable is very large and 

the width of our class intervals is made very small. The resulting histogram could look like that 

shown in Figure 4.5.1. 

If we were to connect the midpoints of the cells of the histogram in Figure 4.5.1 to form a frequency 

polygon, clearly we would have a much smoother figure than the frequency polygon of Figure 

2.3.4. 

In general, as the number of observations, n, approaches infinity, and the width of the class 

intervals approaches zero, the frequency polygon approaches a smooth curve such as is shown in 

Figure 4.5.2. Such smooth curves are used to represent graphically the distributions of continuous 

random variables. This has some important consequences when we deal with probability 

distributions. First, the total area under the curve is equal to one, as was true with the histogram, 

and the relative frequency of occurrence of values between any two points on the x-axis is equal 

to the total area bounded by the curve, the x-axis, and perpendicular lines erected at the two points 

on the x-axis. See Figure 4.5.3. The probability of any specific value of the random variable is 

zero. This seems logical, since a specific value is represented by a point on the x-axis and the area 

above a point is zero. 

 



 
Finding Area Under a Smooth Curve 

With a histogram, as we have seen, subareas of interest can be found by adding areas represented 

by the cells.We have no cells in the case of a smooth curve, so we must seek an alternate method 

of finding subareas. Such a method is provided by the integral calculus. To find the area under a 

smooth curve between any two points a and b, the density function is integrated from a to b. A 

density function is a formula used to represent the distribution of a continuous random variable. 

Integration is the limiting case of summation, but we will not perform any integrations, since the 

level of mathematics involved is beyond the scope of this book. As we will see later, for all the 

continuous distributions we will consider, there will be an easier way to find areas under their 

curves. 

Although the definition of a probability distribution for a continuous random variable has been 

implied in the foregoing discussion, by way of summary, we present it in a more compact form as 

follows. 

A nonnegative function f (x) is called a probability distribution (sometimes called a probability 

density function) of the continuous random variable X if the total area bounded by its curve and 

the x -axis is equal to 1 and if the subarea under the curve bounded by the curve, the x -axis, and 

perpendiculars erected at any two points a and b give the probability that X is between the points 

a and b. 

 
Thus, the probability of a continuous random variable to assume values between a and b is denoted 

by P(a < X < b). 

THE NORMAL DISTRIBUTION 

We come now to the most important distribution in all of statistics—the normal distribution. The 

formula for this distribution was first published by Abraham De Moivre (1667–1754) on 

November 12, 1733. Many other mathematicians figure prominently in the history of the normal 

distribution, including Carl Friedrich Gauss (1777–1855). The distribution is frequently called the 

Gaussian distribution in recognition of his contributions. 



The normal density is given by 

 
In Equation 4.6.1, p and e are the familiar constants, 3.14159 . . . and 2.71828 . . . , respectively, 

which are frequently encountered in mathematics. The two parameters of the distribution are µ, 

the mean, and σ, the standard deviation. For our purposes we may think of µ and σ of a normal 

distribution, respectively, as measures of central tendency and dispersion as discussed in module 

2. Since, however, a normally distributed random variable is continuous and takes on values 

between -ꝏ and +ꝏ, its mean and standard deviation may be more rigorously defined; but such 

definitions cannot be given without using calculus. The graph of the normal distribution produces 

the familiar bell-shaped curve shown in Figure 4.6.1. 

Characteristics of the Normal Distribution  

The following are some important characteristics of the normal distribution. 

1. It is symmetrical about its mean, µ. As is shown in Figure 4.6.1, the curve on either side of µ is 

a mirror image of the other side. 

2. The mean, the median, and the mode are all equal. 

3. The total area under the curve above the x-axis is one square unit. This characteristic follows 

from the fact that the normal distribution is a probability distribution. 

Because of the symmetry already mentioned, 50 percent of the area is to the right of a perpendicular 

erected at the mean, and 50 percent is to the left. 

 



 
4. If we erect perpendiculars a distance of 1 standard deviation from the mean in both directions, 

the area enclosed by these perpendiculars, the x-axis, and the curve will be approximately 68 

percent of the total area. If we extend these lateral boundaries a distance of two standard deviations 

on either side of the mean, approximately 95 percent of the area will be enclosed, and extending 

them a distance of three standard deviations will cause approximately 99.7 percent of the total area 

to be enclosed. These approximate areas are illustrated in Figure 4.6.2. 

5. The normal distribution is completely determined by the parameters µ and σ. In other words, a 

different normal distribution is specified for each different value of µ and σ. Different values of m 

shift the graph of the distribution along the x-axis as is shown in Figure 4.6.3. Different values of 

s determine the degree of flatness or peakedness of the graph of the distribution as is shown in 

Figure 4.6.4. Because of the characteristics of these two parameters, m is often referred to as a 

location parameter and s is often referred to as a shape parameter. 



 
The Standard Normal Distribution  

The last-mentioned characteristic of the normal distribution implies that the normal distribution is 

really a family of distributions in which one member is distinguished from another on the basis of 

the values of m and s. The most important member of this family is the standard normal distribution 

or unit normal distribution, as it is sometimes called, because it has a mean of 0 and a standard 

deviation of 1. It may be obtained from Equation 4.6.1 by creating a random variable. 

 
The equation for the standard normal distribution is written 

 
The graph of the standard normal distribution is shown in Figure 4.6.5. 

The z-transformation will prove to be useful in the examples and applications that follow. This 

value of z denotes, for a value of a random variable, the number of standard deviations that value 

falls above (+z) or below (-z) the mean, which in this case is 0. For example, a z-transformation 

that yields a value of z = 1 indicates that the value of x used in the transformation is 1 standard 

deviation above 0. A value of z = -1 indicates that the value of x used in the transformation is 1 

standard deviation below 0. This property is illustrated in the examples of Section 4.7. 



 
To find the probability that z takes on a value between any two points on the z-axis, say, z0 and z1, 

we must find the area bounded by perpendiculars erected at these points, the curve, and the 

horizontal axis. As we mentioned previously, areas under the curve of a continuous distribution 

are found by integrating the function between two values of the variable. In the case of the standard 

normal, then, to find the area between z0 and z1 directly, we would need to evaluate the following 

integral: 

 
Although a closed-form solution for the integral does not exist, we can use numerical methods of 

calculus to approximate the desired areas beneath the curve to a desired accuracy. Fortunately, we 

do not have to concern ourselves with such matters, since there are tables available that provide 

the results of any integration in which we might be interested. Table D in the Appendix is an 

example of these tables. In the body of Table D are found the areas under the curve between -ꝏ 

and the values of z shown in the leftmost column of the table. The shaded area of Figure 4.6.6 

represents the area listed in the table as being between -ꝏ and z0, where z0 is the specified value 

of z. 

We now illustrate the use of Table D by several examples. 

EXAMPLE 4.6.1 

Given the standard normal distribution, find the area under the curve, above the z-axis between z 

= -ꝏ and z = 2. 



 
Solution: It will be helpful to draw a picture of the standard normal distribution and shade the 

desired area, as in Figure 4.6.7. If we locate z = 2 in Table D and read the corresponding entry in 

the body of the table, we find the desired area to be .9772.We may interpret this area in several 

ways.We may interpret it as the probability that a z picked at random from the population of z’s 

will have a value between -ꝏ and 2.We may also interpret it as the relative frequency of occurrence 

(or proportion) of values of z between -ꝏand 2, or we may say that 97.72 percent of the z’s have 

a value between -ꝏ and 2. 

EXAMPLE 4.6.2 

What is the probability that a z picked at random from the population of z’s will have a value 

between -2.55 and +2.55? 

Solution: Figure 4.6.8 shows the area desired. Table D gives us the area between -ꝏ and 2.55, 

which is found by locating 2.5 in the leftmost column of the table and then moving across until we 

come to the entry in the column headed by 0.05. We find this area to be .9946. If we look at the 

picture we draw, we see that this is more area than is desired.We need to subtract from .9946 the 

area to the left of -2.55. Reference to Table D shows that the area to the left of -2.55 is .0054. Thus 

the desired probability is 

 

 



 
Suppose we had been asked to find the probability that z is between -2.55 and 2.55 inclusive. The 

desired probability is expressed as Since, as we noted 

 
EXAMPLE 4.6.3 

What proportion of z values are between _2:74 and 1.53? 

Solution: Figure 4.6.9 shows the area desired.We find in Table D that the area between -ꝏ and 

1.53 is .9370, and the area between -ꝏand -2.74 is .0031. To obtain the desired probability we 

subtract .0031 from .9370. That is, 

 

 
 

EXAMPLE 4.6.4 

Given the standard normal distribution, find P(z ≥2.71). 

Solution: The area desired is shown in Figure 4.6.10.We obtain the area to the right of z = 2.71 by 

subtracting the area between -ꝏ and 2.71 from 1. Thus, 

 
EXAMPLE 4.6.5 

Given the standard normal distribution, find P(.84≤ z ≤2.45). 

Solution: The area we are looking for is shown in Figure 4.6.11.We first obtain the area between 

-ꝏ and 2.45 and from that subtract the area between -ꝏ and .84. In other words, 



 
NORMAL DISTRIBUTION APPLICATIONS 

Although its importance in the field of statistics is indisputable, one should realize that the normal 

distribution is not a law that is adhered to by all measurable characteristics occurring in nature. It 

is true, however, that many of these characteristics are approximately normally distributed. 

Consequently, even though no variable encountered in practice is precisely normally distributed, 

the normal distribution can be used to model the distribution of many variables that are of interest. 

Using the normal distribution as a model allows us to make useful probability statements about 

some variables much more conveniently than would be the case if some more complicated model 

had to be used. 

Human stature and human intelligence are frequently cited as examples of variables that are 

approximately normally distributed. On the other hand, many distributions relevant to the health 

field cannot be described adequately by a normal distribution. Whenever it is known that a random 

variable is approximately normally distributed, or when, in the absence of complete knowledge, it 

is considered reasonable to make this assumption, the statistician is aided tremendously in his or 

her efforts to solve practical problems relative to this variable. Bear in mind, however, that 

“normal” in this context refers to the statistical properties of a set of data and in no way connotes 

normality in the sense of health or medical condition. 

There are several other reasons why the normal distribution is so important in statistics, and these 

will be considered in due time. For now, let us see how we may answer simple probability 

questions about random variables when we know, or are willing to assume, that they are, at least, 

approximately normally distributed. 

 

EXAMPLE 4.7.1 

The Uptimer is a custom-made lightweight battery-operated activity monitor that records the 

amount of time an individual spends in the upright position. In a study of children ages 8 to 15 

years, Eldridge et al. (A-10) studied 529 normally developing children who each wore the Uptimer 

continuously for a 24-hour period that included a typical school day. The researchers found that 

the amount of time children spent in the upright position followed a normal distribution with a 

mean of 5.4 hours and standard deviation of 1.3 hours. Assume that this finding applies to all 

children 8 to 15 years of age. Find the probability that a child selected at random spends less than 

3 hours in the upright position in a 24-hour period. 

Solution: First let us draw a picture of the distribution and shade the area corresponding to the 

probability of interest. This has been done in Figure 4.7.1. 



 

 
If our distribution were the standard normal distribution with a mean of 0 and a standard deviation 

of 1, we could make use of Table D and find the probability with little effort. Fortunately, it is 

possible for any normal distribution to be transformed easily to the standard normal. What we do 

is transform all values of X to corresponding values of z. This means that the mean of X must 

become 0, the mean of z. In Figure 4.7.2 both distributions are shown. We must determine what 

value of z, say, z0, corresponds to an x of 3.0. This is done using formula 4.6.2, z = (x -µ)/σ, which 

transforms any value of x in any normal distribution to the corresponding value of z in the standard 

normal distribution. For the present example we have 

 



Let us examine these relationships more closely. It is seen that the distance from the mean, 5.4, to 

the x-value of interest, 3.0, is 3.0 -5.4 = -2.4, which is a distance of 1.85 standard deviations. When 

we transform x values to z values, the distance of the z value of interest from its mean, 0, is equal 

to the distance of the corresponding x value from its mean, 5.4, in standard deviation units. We 

have seen that this latter distance is 1.85 standard deviations. In the z distribution a standard 

deviation is equal to 1, and consequently the point on the z scale located a distance of 1.85 standard 

deviations below 0 is z= -1.85, the result obtained by employing the formula. By consulting Table 

D, we find that the area to the left of z = -1.85 is .0322. We may summarize this discussion as 

follows: 

 
To answer the original question, we say that the probability is .0322 that a randomly selected child 

will have uptime of less than 3.0 hours. 

EXAMPLE 4.7.2 

Diskin et al. (A-11) studied common breath metabolites such as ammonia, acetone, isoprene, 

ethanol, and acetaldehyde in five subjects over a period of 30 days. Each day, breath samples were 

taken and analyzed in the early morning on arrival at the laboratory. For subject A, a 27-year-old 

female, the ammonia concentration in parts per billion (ppb) followed a normal distribution over 

30 days with mean 491 and standard deviation 119. What is the probability that on a random day, 

the subject’s ammonia concentration is between 292 and 649 ppb? 

Solution: In Figure 4.7.3 are shown the distribution of ammonia concentrations and the z 

distribution to which we transform the original values to determine the desired probabilities. We 

find the z value corresponding to an x of 292 by 

 



 
Similarly, for x = 649 we have 

 

 
The probability asked for in our original question, then, is .8607. 

EXAMPLE 4.7.3 

In a population of 10,000 of the children described in Example 4.7.1, how many would you expect 

to be upright more than 8.5 hours? 

Solution: We first find the probability that one child selected at random from the population would 

be upright more than 8.5 hours. That is, 

 
Out of 10,000 people we would expect 10; 000(.0087) = 87 to spend more than 8.5 hours upright. 



We may use MINITAB to calculate cumulative standard normal probabilities. Suppose we wish 

to find the cumulative probabilities for the following values of z : -3;-2;-1; 0; 1; 2; and 3. We enter 

the values of z into Column 1 and proceed as shown in Figure 4.7.4. 

The preceding two sections focused extensively on the normal distribution, the most important and 

most frequently used continuous probability distribution. Though much of what will be covered in 

the next several modules uses this distribution, it is not the only important continuous probability 

distribution. We will be introducing several other continuous distributions later in the text, namely 

the t-distribution, the chi-square distribution, and the F-distribution. 

 
 


